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Ordinary linear regression

Setup: observe a set of sample data on two variables X (continuous or
discrete) and Y (continuous): tpx1, y1q, . . . , pxn, ynqu.
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Ordinary linear regression

Classic linear regression model on one predictor is given by

Y � β0 � βxX � ε,

where ε � Np0, σ2q for some fixed but unknown σ ¡ 0.
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Ordinary linear regression

Classic linear regression model on one predictor is given by

Y � β0 � βxX � ε,

where ε � Np0, σ2q for some fixed but unknown σ ¡ 0.

Terminology:

The variable Y is called the response variable (a r.v.).

The variable X is called a predictor (a r.v.), as it “predicts” the value
of Y via the proposed model.

β0 and βX are the model coefficients. They are unknown population
parameters and must be estimated using sample data in practice.

ε is the model error (a r.v.).

σ2 is called the error variance or the leftover/unexplained variance.

β0, βX , and σ (or σ2) are all model parameters; i.e., unknown,
unobserved population quantities.

The regression model is composed of both the equation and the
condition on the errors, not just one or the other.
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Ordinary linear regression

When we plug our sample data px1, y1q, . . . , pxn, ynq into our proposed
regression model, we get a sequence of n equations:

yi � β0 � βxxi � εi ,

where 1 ¤ i ¤ n.

If we further plug in some numbers (to be chosen later) for the
unknown intercept and slope, say b0 and bX , then we can calculate
the observed errors or residuals for each observation under the
proposed model:

ei � yi � b0 � bX xi

Big Question: How should we choose which numbers b0 and bX to
plug into the proposed regression equation?
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Ordinary linear regression

Many ways to answer this question; no one, objectively best or correct
answer.

Natural criterion: Choose b0 and bX to make the magnitude of the
observed errors (residuals) as small as possible in total. That is,
choose b0 and bX so that

ņ

i�1

|ei | �
ņ

i�1

|yi � b0 � bX xi | is minimized.

Indeed, this criterion is sometimes used, but classically we instead
choose b0 and bX so that

ņ

i�1

e2i �
ņ

i�1

pyi � b0 � bX xi q
2 is minimized.

Work with squares rather than absolute values just because they are
algebraically and computationally far more convenient.
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Ordinary linear regression

Choosing b0 and bX so that

ņ

i�1

e2i �
ņ

i�1

pyi � b0 � bX xi q
2 is minimized

is referred to as estimation by the method of (ordinary) least
squares, or just the (ordinary) least squares method/solution.

It is an easy calculus exercise to actually derive equations for b0 and
bX that will ensure the sum of the squares of the residuals are
minimized:

b0 :� Y � bXX

bX :�
sXY
s2X

,

where Y ,X are sample means, s2X is the sample variance of the
observed X values, and sXY is the sample covariance of the observed
X and Y values.
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Covariance and correlation

Sample covariance of X and Y is:

sXY �
1

n � 1

ņ

i�1

pXi � X qpYi � Y q.

This is the natural estimator of the population covariance of X and Y :

CovpX ,Y q � σXY � ErpX � EpX qqpY � EpY qqs.

Covariance is a generalization of the concept of variance: notice
σXX � σ2X

Covariance is an unstandardized measure of correlation, i.e., a
measure of how much X linearly relates to Y .
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Covariance and correlation

CovpX ,Y q ¡ 0 implies that when X increases, Y tends to increase as well.
Large values of X (bigger than EpX q) tend to be paired with large values
of Y (bigger than EpY q), and small X with small Y .
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Covariance and correlation

CovpX ,Y q   0 implies that when X increases, Y tends to decrease. Large
values of X (bigger than EpX q) tend to be paired with small values of Y
(less than EpY q), and small X with large Y .
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Covariance and correlation

When X and Y are independent, CovpX ,Y q � 0.

However, CovpX ,Y q � 0 does not imply that X and Y are
automatically independent.

This is because the covariance only measures the strength of the
linear relationship between X and Y .

CovpX ,Y q � 0 in all examples below:

Clear dependence/relationship between X and Y , but not a linear
relationship.
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Covariance and correlation

Correlation is a standardized measure of linearity between X and Y :

ρXY �
σXY
σXσY

�
CovpX ,Y qa

VarpX qVarpY q
�

CovpX ,Y q

SDpX qSDpY q

Can show mathematically (via Cauchy-Schwarz inequality) that we
always have:

�1 ¤ ρXY ¤ 1

The closer ρ is to +1, the more X and Y are related via a positive
linear relationship.

The closer ρ is to -1, the more X and Y are related via a negative
linear relationship.

The closer ρ is to 0, the less X and Y are linearly related.
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Covariance and correlation

The natural sample estimator of the (population) correlation is the
sample correlation, naturally defined as:

rXY �
sXY
sX sY

,

where sXY is the sample covariance between X and Y and sX , sY are
sample standard deviations.

Thus, we can rewrite the (ordinary) least squares (OLS) solutions to
the simple linear regression model (one predictor) as:

b0 � Y � bXX

bX �
sXY
s2X

� rXY �
sY
sX

Notice that the slope of the regression line is 0 if and only if the
correlation is 0.
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Hypothesis tests in linear regression

Both b0 and bX are statistics, so they have their own standard errors.

Usually interested in whether or not these estimated coefficients are
significantly different from zero. Will focus on the slope bX though
similar discussion holds for the intercept b0.

Can test the hypothesis H0 : bX � 0 using the test statistic

T �
bXxSE pbX q

We estimate xSE pbX q �
d pσ2
pn � 1qs2X

,

where pσ2 is the residual variance, or mean squared error, defined as

pσ2 � 1

n � 2

ņ

i�1

e2i � MSperrorq.
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Hypothesis tests in linear regression

Assume the usual ordinary linear regression assumptions (much more
on these later):

Correctly specified model

Independent observations/errors

Constant error variance

Normally distributed errors

Then the test statistic

T �
bXxSE pbX q

follows a t-distribution on n � 2 degrees of freedom.

So can calculate a p-value for the test of hypothesis that H0 : bX � 0,
and create a confidence interval for the point estimate bX based upon
the percentiles of the tn�2 distribution.
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Hypothesis tests in linear regression

Every estimated coefficient in a regression model will have a
corresponding test statistic that is at least approximately
t-distributed.

These test statistics always take the form

T �
bkxSE pbkq

It can be useful to think of these test statistics as a standardized
regression coefficient, as they sytematically remove all scale/units.
This gives a quick way of identfying which model predictors are “more
influential” than others.

WARNING: Never remove a predictor from your model solely because
its test statistic suggests its estimated coefficient is indistinguishable
from zero. We will see why later, but for now, realize that in order for
all of the above to work, ALL regression assumptions must hold.
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Ordinary linear regression

Given solutions to the linear regression equation, we often use the
notation pYi to denote the fitted value or predicted value or
estimated value of Y for the ith datum, given Xi and the OLS
solutions b0 and bX ; i.e. pYi � b0 � bXXi

Thus, pYi is our best sample guess for Y , given the observed value
X � Xi (and the model).
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Ordinary linear regression

Recall: the ith residual is the observed (sample) error we make by
“predicting” the sample value of Y via the model relating X to Y :

ei � Yi � pYi � Yi � b0 � bXXi .

The residual ei is the (observed) sample value of the model error εi
for individual i . Notice: the residual depends on the chosen model.
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Ordinary linear regression

For the model
Y � β0 � βXX � ε,

we (classically) assume that ε � Np0, σ2q. Thus, for any given value
of X , this says that the sample response Y should be distributed as a
normal distribution with mean � β0 � βXX and variance � σ2.
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Ordinary linear regression

More compactly, we can rewrite the linear regression model in a single
line as:

Y � Npβ0 � βXX , σ
2q.

So assuming the model is true, and conditional on the predictor
X � x , all Y values should be normally distributed as above.
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Ordinary linear regression

It is often useful to write the model as

EpY | X q � β0 � βXX , ε � Np0, σ2q.

Here, we emphasize that the predictors are thought of as fixed/given,
and the response varies on average according to the functional part of
the model, while the response varies randomly according to the error
part of the model.
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