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Variations on PCA

There are many different variants of PCA that have been created to
adapt the general procedure to better handle different data structures
and research questions.

Discriminant analysis (Post hoc clustering based on preset groups)

Correspondence analysis (PCA for all categorical variables)

Factor analysis

Canonical correlation (Studying correlations between two sets of
variables)

Nonlinear, robust, and sparse PCA

Don’t have time to discuss all of these in detail, but realize that the
basic ideas and mechanics of eigenvalues and eigenvectors are what
make these other techniques work.
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Factor analysis

Factor analysis (FA) is certainly the most common of the PCA
derivatives in the behavioural sciences.

We have entire classes devoted to this topic (e.g., EPSE 597), so I
will just highlight the main connections and differences to PCA.

Both PCA and FA:

Can be used as dimension reduction techniques.

Extract “ideal” linear combinations of input variables based on
maximizing the explained variance with each successive
component/factor.

Ignore all types of dependence structures between the input variables
except for covariances/correlations.

So only work optimally when one can assume an MVN structure for the
joint input variables (rarely satisfied in practice).
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Factor analysis

What distinguishes FA from PCA is the following:

FA is a statistical model, whereas PCA is simply a mathematical
transformation of variables.

You will often hear/read other people claim that FA can do other
things as well, like encode causal relationships between variables.
THIS IS COMPLETE GARBAGE.

However, this garbage is so deeply engrained in most social science
traditions, that the way people generally express and talk about FA
models often implies something causal is going on.

If there is one thing that you take away from today’s class, it’s this:
Factor analysis is NOT causal modelling. (And neither is its
generalization: structural equation modelling).

Causal modelling requires extra statistical structure and assumptions,
none of which are inherent in FA or SEM.
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Factor analysis

Path diagrams are super popular in FA and SEM.

On the left, we have a textbook path diagram describing a PCA
where we extract only the first PC; on the right, a textbook diagram
describing an FA where we extract only one factor:

The only difference between these two objects is the presence of the
error terms ui in the FA model.

Most importantly, the directions of those arrows are completely
meaningless from a statistical point of view.
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Factor analysis

If you’re going to write path diagrams like these, one either has to
remove the heads of the arrows:

Or, one has to recognize that the pointed arrows propose extra causal
structure that requires extra analytical techniques (and designs) to
make sense of.

In particular, regression, factor analysis, and SEMs have no concept of
causality or directionality encoded in their mathematical machinery.
In fact, neither does probability theory: PrpY | X q just describes the
distribution of Y assuming X already happened. But X does not
have to cause any outcome for Y to happen or not.

More in EPSE 681C (next year).
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Factor analysis

The goal of FA is the same as PCA: Find “ideal” linear combinations
of pX1, . . . ,Xdq that account for maximal explained
variance/covariance, with the added complexity that random noise
may be present.

So, essentially, find the “ideal” set of coefficients (i.e., vectors) for the
system of linear equations:

C1 “ e11X1 ` e12X2 ` ¨ ¨ ¨ ` e1dXd ` ε1

C2 “ e21X1 ` e22X2 ` ¨ ¨ ¨ ` e2dXd ` ε2
... “

...

Cd “ ed1X1 ` ed2X2 ` ¨ ¨ ¨ ` eddXd ` εd

where we assume uncorrelated errors Covpεi , εjq “ 0, and that the
errors are uncorrelated with the components, Covpεi ,Cjq “ 0 for all
i , j . Often, normality of the errors is also assumed.
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Factor analysis

What’s written on the previous slide is not the usual way one would
write or specify a factor analysis model.

First of all, it is convenient to ensure the error terms always have
mean zero. But that means we will have to add a fixed intercept to
each of the previous equations.

And instead of writing the components as linear combinations of the
input variables, one traditionally writes the input variables as linear
combinations of the components (factors):

X1 “ µ1 ` `11f1 ` `12f2 ` ¨ ¨ ¨ ` `1d fd ` ε1

X2 “ µ2 ` `21f1 ` `22f2 ` ¨ ¨ ¨ ` `2d fd ` ε2
... “

...

Xd “ µd ` `d1f1 ` `d2f2 ` ¨ ¨ ¨ ` `dd fd ` εd
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Factor analysis

X1 “ µ1 ` `11f1 ` `12f2 ` ¨ ¨ ¨ ` `1d fd ` ε1

X2 “ µ2 ` `21f1 ` `22f2 ` ¨ ¨ ¨ ` `2d fd ` ε2
... “

...

Xd “ µd ` `d1f1 ` `d2f2 ` ¨ ¨ ¨ ` `dd fd ` εd

Factor analysis also has its own terminology that basically assigns a
completely synonymous term to the things we already have names for.
In particular:

Components fi are called factors or common factors, instead of
principal components.
The coefficients `ij are called loadings or factor loadings, instead of the
components of the eigenvectors (usually scaled by the square root of
the eigenvalues).
The errors εi are called specific factors and their variances σ2

i are called
specific variances.
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Factor analysis

Both systems of linear equations, expressing components as linear
combinations of input variables or vice versa, contain equivalent
information.

To see why, you can do the algebra to rewrite

C1 “ e11X1 ` e12X2

C2 “ e21X1 ` e22X2

as

X1 “ `11C1 ` `12C2

X2 “ `21C1 ` `22C2

That is, solve the top equation for X1, plug into the second equation,
rearrange to solve for X2 in terms of C1 and C2, then plug this
expression back into the first solved equation.
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Factor analysis

More generally, using basic linear algebra, all these systems of
equations can be compactly expressed as a single matrix equation.
For example,

C1 “ e11X1 ` e12X2 ` ¨ ¨ ¨ ` e1dXd ` ε1

C2 “ e21X1 ` e22X2 ` ¨ ¨ ¨ ` e2dXd ` ε2
... “

...

Cd “ ed1X1 ` ed2X2 ` ¨ ¨ ¨ ` eddXd ` εd

can be rewritten as simply

C “ EX ` ε.

Here, C , X , and ε are d-vectors, and E is a d ˆ d matrix (whose
rows are the eigenvectors of the covariance matrix of pX1, . . . ,Xdq).
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Factor analysis

Remember, linear algebra generalizes the operations of addition and
multiplication from real numbers to vectors and matrices.

So one can solve the equation

C “ EX ` ε

for the Xi ’s, resulting in the classical factor analytic expression:

C “ EX ` ε

C ´ ε “ EX

E´1pC ´ εq “ X

X “ E´1C ´ E´1ε

X “ E´1C ` δ,

where δ “ ´E´1ε denotes the random errors (remember: the
notation is arbitrary).
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Factor analysis

What’s most important to note is that the “ideal” sets of coefficients
in both representations are the same.

More specifically, we saw that to find the “ideal” sets of coefficients
for the first system of linear equations, we needed to find the
eigenvalues and eigenvectors for the covariance matrix defined by the
vector of input variables pX1, . . . ,Xdq:

Σ “

»

—

—

—

–

σ21 σ12 ¨ ¨ ¨ σ1d
σ12 σ22 ¨ ¨ ¨ σ2d

...
...

. . .
...

σ1d σ2d ¨ ¨ ¨ σ2d

fi

ffi

ffi

ffi

fl

That is, we found the d eigenvectors v and eigenvalues λ that (by
definition) solve the equation

Σv “ λv
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Factor analysis

Solving the linear equation

Σv “ λv

yields the eigenvectors as the “ideal” sets of coefficients, and the
eigenvalues give the variance explained by each principal component
(which is the sum of the Xi ’s weighted by the ith component of each
eigenvector).

But using basic linear algebra, one has:

Σv “ λv

v “ λΣ´1v

Σ´1v “
1

λ
v

Hence, the eigenvectors of Σ and Σ´1 are the same, and the
eigenvalues are just reciprocals of each other.
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Factor analysis: some conventions

So, just as with PCA, an FA model can be fit by extracting the
principal components of the covariance matrix, i.e., finding its
eigenvectors.

Conventionally, it is recommended that one first standardizes all input
variables in an FA to ensure one item is not prioritized over another.

Thus, one fits an FA model (e.g., via PCA) by extracting the
eigenvectors/eigenvalues of the correlation matrix between the items.

Moreover, one usually scales the extracted components (i.e., the
“factors”) so that they all have variance = 1.

Other conventions exist, but these are the most universal ones.
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Factor analysis: some conventions

Standardization of item scales usually makes sense in the context of
survey/questionnaire/test work, as we rarely have any good apriori
reason to privilege information from one item over information from
another item (exceptions do exist though, e.g., biodiversity measures).

Moreover, standardization of items eliminates any artifacts of how we
chose to label an item’s response options (e.g., Likert 1 to 5, or 1/5
to 5/5, or 1 to 10 or frowny face to smiley face can all encode the
same underlying latent continuum of agreement/satistisfaction/etc.,
but they do not alter that underlying continuum at all).

Standardization of the items means that one then can fit an FA
model by applying PCA to the correlation matrix of the items.

Note: Since PCA extracts information about maximal variance
explained, the eigenvectors will be affected by the scales of the input
variables; hence, a PCA or FA on the covariance matrix is not the
same things as a PCA or FA on the correlation matrix.
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Factor analysis: some conventions

It is also typical in FA to force the extracted components (i.e., the
latent “factors”) to have variance = 1.

Again, for most typical applications in the social sciences (i.e.,
surveys, questionairres, tests), this constraint usually makes sense.
Why?

Consider that whatever factor/component we extract from the
FA/PCA, it is a linear combination of a bunch of standardized items.

Also, recall that the variance of the ith component/factor is precisely
the ith eigenvalue of the (in this case) correlation matrix of the items.

These eigenvalues allows us to identify which components explain
more or less variance, but they also imbue each component with a
scale/unit of measurement. Usually though, there is no inherent
meaning to such a unit.
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Factor analysis: some conventions

E.g., A “self-esteem” component may explain more variance in
“depression” than an “anxiety” component, but there are no
meaningful units of “self-esteem” or “anxiety;” they are only useful as
relative/comparative quantities.

So typically we remove any of this latent “scale” information by
forcing each factor/component to have variance = 1, after extraction.
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Factor analysis: some conventions

Just like any other kind of standardization, this means dividing the
factor by the square root of its variance:

X1 “ µ1 ` `11f1 ` `12f2 ` ¨ ¨ ¨ ` `1d fd ` ε1

X2 “ µ2 ` `21f1 ` `22f2 ` ¨ ¨ ¨ ` `2d fd ` ε2
... “

...

Xd “ µd ` `d1f1 ` `d2f2 ` ¨ ¨ ¨ ` `dd fd ` εd

Hence, the factor loadings are the components of the eigenvectors of
the PCA multiplied by the square root of the attached factor’s
corresponding eigenvalue.

Note: This implies
d
ÿ

i“1

`2ij “ λj .
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Factor analysis: some conventions

Just like any other kind of standardization, this means dividing the
factor by the square root of its variance:

X1 “ µ1 ` `11f1 ` `12f2 ` ¨ ¨ ¨ ` `1d fd ` ε1

X2 “ µ2 ` `21f1 ` `22f2 ` ¨ ¨ ¨ ` `2d fd ` ε2
... “

...

Xd “ µd ` `d1f1 ` `d2f2 ` ¨ ¨ ¨ ` `dd fd ` εd

Hence, the factor loadings are the components of the eigenvectors of
the PCA multiplied by the square root of the attached factor’s
corresponding eigenvalue.

Also: Orthogonality of the components/factors implies

VarpXi q “

d
ÿ

j“1

`2ij ` Varpεi q. People refer to
d
ÿ

j“1

`2ij as the communality

for Xi , which captures how well the FA model explains variance in
item Xi .
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Factor analysis: rotations

A PCA guarantees that the extracted components/factor will be
orthogonal, but this isn’t always optimal for interpretive purposes.

E.g., two extracted components that kind of look like “self-esteem”
and “anxiety,” but probably should not be orthogonal concepts when
understanding “depression,” or share item variance in unexpected
ways.

Hence, people often like to rotate the extracted components/factors,
orthogonally or obliquely.

Realize: no factor model is unique. That is, for any rotation (given by
an orthogonal matrix T ), the solutions to the factor model
X “ LF ` ε are identical to the solutions to the factor model
X “ L˚F˚ ` ε, where the ˚ denotes rotation by T .

That is, the eigenvectors/values are determined by the correlation
structure, not the axes one chooses to encode the item information
on.
Ed Kroc (UBC) EPSE 682 April 5th, 2022 21 / 44



Factor analysis: rotations

This lack of uniqueness is a major criticims of the FA framework.

But it is also an advantage since one can rotate any set of extracted
factors so that they make the most interpretive sense for the input
items.

This means we can often transform the factors so that each item is
mostly explained by one and only one factor, or a sensical
combination of factors.

Realize the critique: This means we are not just fitting a model to
data, but actually fitting the model to the applied domain “theory.”
This assumes the theory is correct though, or at least that it is the
best way of understanding the correlation structure between the items.

Usually, we fit a model to the data and then maybe use that model to
test a theory. This is not fully possible in the FA framework though.
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Factor analysis: exploratory vs. confirmatory

People often like to make a distinction between exploratory factor
analysis (EFA) and confirmatory factor analysis (CFA).

Ed Kroc (UBC) EPSE 682 April 5th, 2022 23 / 44



Factor analysis: exploratory vs. confirmatory

People often like to make a distinction between exploratory factor
analysis (EFA) and confirmatory factor analysis (CFA).

EFA is what we have already described.

CFA usually imposes extra structure on the model before we fit it, like
assuming only 2 factors are sufficient to explain most of the variance
in the items, that they are orthogonal, and that they will load only on
certain items.

The mathematics of EFA and CFA are identical, except that the
eigenvector/value problem may be constrained somehow. More
usually though, one just defaults to looking at various “fit” statistics
to see how well the proposed CFA explains variance in the items.

CFA does nothing about the lack of uniqueness of the factors problem
though.
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Factor analysis extensions: SEMs

One of the most common things people want to do with an FA is use
the extracted “factor scores” in a follow-up regression analysis of
some kind.

So, rather than using your survey’s 20 items as separate predictors in
a regression model, use instead the two factors that explain most of
the variance in the item scores; thus, use the fitted component/factor
values (“factor scores”) as predictors.

Sometimes people simply plug-in these linear combinations of the
original items into a follow-up analysis, like a regression.

But this is bad because it ignores the whole point of doing FA (rather
than PCA) to begin with: to account for the possibility that our items
may still miss something about the latent phenomenon; i.e., that our
measurements may be subject to measurement error.
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Factor analysis extensions: SEMs

Structural equation modelling (SEM) gives a unified framework for
simultaneously estimating FA models (to account for some kind of
measurement error) and follow-up analyses that depend on the output
of the FA models (like regressions, etc.).

SEMs are incredibly popular throughout the social sciences now. We
have topics courses offered in SEMs, and regular courses are offered
in the PSYCH Department.

Structural Equations with Latent Variables by K.A. Bolland is the
definitive reference.
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Factor analysis extensions: other variants

Not all FA models are fitted by identifying the latent factors with the
principal components of a correlation matrix.

Another popular approach is to assume multivariate normality of all
the items jointly, and then find maximum likelihood estimators for the
variances of interest (i.e., the factor loadings and the specific
variances).

Unsurprisingly, this estimation procedure often gives nearly the same
results as a PCA approach, since maximizing variance explained is
(essentially) the same thing as maximizing a Gaussian likelihood
function (assuming MVN holds).

In fact, under MVN, the two estimation procedures are guaranteed to
produce nearly identical results.

Ed Kroc (UBC) EPSE 682 April 5th, 2022 27 / 44



Other applications of PCA: Canonical correlation

Canonical correlation is sometimes used to better understand how two
(or more) sets of input variables correlate.

Classic application: how do the results of one math test on 10 items
correlate with the results of one science test on 15 items?

This problem can be easily addressed by a PCA type approach:

M1 “ a11X1 ` a12X2 ` ¨ ¨ ¨ ` a1pXp

... “
...

Mp “ ap1X1 ` ap2X2 ` ¨ ¨ ¨ ` appXp

S1 “ b11X1 ` b12X2 ` ¨ ¨ ¨ ` b1qXq

... “
...

Sq “ bq1X1 ` bq2X2 ` ¨ ¨ ¨ ` bqqXq
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Other applications of PCA: Canonical correlation

M1 “ a11X1 ` a12X2 ` ¨ ¨ ¨ ` a1pXp

... “
...

Mp “ ap1X1 ` ap2X2 ` ¨ ¨ ¨ ` appXp

S1 “ b11X1 ` b12X2 ` ¨ ¨ ¨ ` b1qXq

... “
...

Sq “ bq1X1 ` bq2X2 ` ¨ ¨ ¨ ` bqqXq

pMi ,Si q is defined as the ith canonical variate pair, with p ď q.

Can solve an eigenvector/value problem to find the linear cominations
of test items (input variables) that maximize the correlations between
the members of each successive canonical variate pair, CorrpMi ,Si q.
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Other applications of PCA: Canonical correlation

That is, find the linear combinations that maximize CorrpMi , Si q given
the constraints

VarpMi q “ 1, VarpSi q “ 1

and

CovpMj ,Mi q “ 0, CovpSj , Si q “ 0, CovpMj ,Si q “ 0, CovpSj ,Mi q “ 0

for all j ă i .

Rewriting all this in linear algebraic notation amounts to solving the
eigenvector/value problem:

Σ
´1{2
MM ΣMSΣ´1SS ΣSMΣ

´1{2
MM v “ λv
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Clustering

Remember: Most joint analyses attempt to reduce the dimensionality
of the object of study (because understanding joint phenomena in
many dimensions is hard).

PCA (and its derivatives) can be viewed as a clustering technique
(recall discriminant analysis) that operates by splitting sets of
observations into different clusters according to the orthants defined
by the PCs.

But recall that PCA operates by maximizing explained variance by
constructing linear combinations of input variables; this can be
rephrased as minimizing Mahalanobis distances between joint
observations and joint means of the resulting clusters.

But one could choose to use any metric dpx , yq to define “closeness”
between pairs of joint observations.

Different clustering techniques aim to group sample units together
into a cluster/class based on how “close” their joint responses are
with respect to some metric.
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Classification vs. clustering

Moreover, one often sees a distinction made between clustering and
classification.

Classification: Using predefined groups/labels to classify joint
responses into groups, usually with the intention of predicting which
of the predefined groups a new joint observation will fall into
(supervised learning).
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Classification vs. clustering

Moreover, one often sees a distinction made between clustering and
classification.

Clustering: Using only information in the joint responses to define
groups/labels that meaningfully partition the data into (hopefully)
distinct groups (unsupervised learning).
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Classification vs. clustering

The main technical distinction with clustering is that we need some
feasible way to construct the groups from scratch.

The most natural way to accomplish this is to say observations that
are “close together” in some sense belong to the same group. This
requires a metric, i.e., a way to quantify “close together.”

With a metric in place, then most clustering techniques (algorithms)
are variants of one of the following two approaches:

Agglomerative hierarchical clustering: (1) Define each data point (i.e.,
joint observation) as a cluster. (2) Combine the two closest clusters
into one new cluster. (3) Repeat as desired.

Divisive hierarchical clustering: (1) All data points define a single
cluster. (2) Divide this cluster into two clusters. (3) Repeat by dividing
the most heterogeneous cluster into two clusters as desired.

Many “stopping rules” exist to tell you when to stop these
algorithms, but all rely on minimizing heterogeneity within clusters
while maximizing heterogeneity between clusters (min-max rules).
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Clustering

Many natural metrics, dp¨, ¨q, exist with various desirable properties
(depending on the context of the problem), e.g.:

Euclidean (L2) distance

Mahalanobis distance

Minkowski (Lp, p ě 1) distance: dpxi , xjq “

˜

n
ÿ

k“1

|xik ´ xjk |
p

¸1{p

Various binary/categorical distances, e.g.,

dpxi , xjq “ 1´
#pxik , xjk matchesq

n

With a chosen metric, one can then quantify “closeness” of any pair
of observations.

We would like all points in a single cluster to be “close together” to
minimize heterogeneity within clusters. . .
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Clustering

. . . But simultaneously, we want to maximize heterogeneity between
clusters.

So we need to measure the distances between clusters (i.e., sets of
points), not just between points.

For any given metric dp¨, ¨q, one can then measure how close a set of
points px1, . . . , xK q in one cluster are to a set of points in another
cluster py1, . . . , yLq by a variety of methods, e.g.:

Single linkage: min
i,j

dpxi , yjq

Complete linkage: max
i,j

dpxi , yjq

Average linkage:
1

KL

K
ÿ

i“1

L
ÿ

j“1

dpxi , yjq

Centroid method: dpx , yq, where x “ px1, . . . , xnq is the centroid of

the cluster defined as the point with x i “
1

K

K
ÿ

j“1

xji
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Clustering

With a chosen min-max criteria in place, one can now get a computer
to find the “ideal” balance between minimal within cluster variation
and maximal between cluster variation.

One can show that this approach leads one to minimize the maximum
intercluster distance.
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Clustering

The results of an agglomerative hierarchical clustering scheme can
often be visualized in a tree diagram/graph, or dendogram.

One can clearly see how these methods were originally popularized in
biology, ecology, and genetics.
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Final thoughts: EPSE 682

EPSE 682 has been all about understanding how many variables
relate to each other.

Just as we have done, one should always be careful to distinguish a
joint modelling problem from a conditional modelling problem.

Joint modelling: Two or more response variables to model; joint
dependencies between the responses are of the most interest.

Conditional modelling: One response variable to model as a
function of multiple predictor variables; functional relationships
between the predictors and response are of the most interest.

Of course, one can also perform joint conditional modelling when we
may want to understand the dependence structure between multiple
response variables as a function of some other predictor variables,
e.g., MANOVA, joint regression, copula modelling.
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Final thoughts: Joint modelling

Joint modelling is hard to understand, even in only 3 dimensions.

All our joint modelling techniques, except for Hotelling’s T 2 and
MANOVA, are attempts to reduce the dimensionality of the joint
response variables:

Discriminant analysis (linear, quadratic, mixture), correspondence
analysis

Principal component analysis, canonical correlation, factor analysis

Clustering

Gaussian copluas, eigenvector/value problems, and min-max criteria
characterize nearly all of these techniques.

New possibilities of understanding lie in more general copula-based
modelling approaches, but a lot more theoretical work remains to be
done to fully exploit these approaches, and they remain underutilized
in applied practice.
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Final thoughts: Joint modelling

Prediction is usually the main inferential goal of a joint analysis.

Sparseness and curse of dimensionality wreak havoc in high
dimensions; small deviations from modelling assumptions can easily
lead to grossly inaccurate inferences.

Dimension reduction of a joint response process is often interpreted as
the creation of a latent variable, continuous (factor analysis) or
categorical (clustering).

Realize: latent variables are quite literally constructs of our
imagination. They may help us make sense of our objects of study
theoretically, but their functional definitions are always model-based
in practice. That is, one cannot remove the latency of the variable by
simply improving the measurement tool.

For this reason, always be suspicious of latent variables. E.g., just
because one factor model fits well and can make sense does not mean
that the construct could not be better understood as arising from a
different model.
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Final thoughts: Conditional modelling

It is almost always preferable to answer a conditional probability
question than it is to answer a joint probability question.

The main challenge of conditional modelling is, as always, specifying
a correct-enough model.

In the context of GLMs, this means:

(1) Finding the most appropriate functional combination of predictor
variables to estimate the mean (or function of the mean) of a response.

(2) Selecting the most appropriate likelihood structure to characterize the
conditional probability distribution of the response, given the functional
combination of predictor variables.

For nonparametric approaches, we can “let the data” do these steps
for us.
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Final thoughts: Conditional modelling

Nonparametrics excel at addressing predictive inferential goals, but
require sufficient sample sizes.

Fully parametric approaches excel at providing explanatory models,
and can predict just as well as nonparametrics (with far less sample
size) as long as proper care is taken.

Both approaches can be combined to give semiparametric models
(useful when one only cares about an explanatory model for a subset
of predictors).

Both approaches can be exploited in the aim of causal inference, with
the addition of extra structure and assumptions (EPSE 681C, next
year).

Both approaches can be easily integrated into a more general mixed
effects modelling framework (EPSE 683, next year).
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Final final thoughts

Do not just trust that the usual statistical methodology employed in
your applied discipline is optimal (or even appropriate).

Challenge suspicious or suboptimal analytical methods when you see
them (and when it is unlikely to hurt you professionally).

Do not be intimidated by a string of fancy and technical sounding
words. Most “new” models/techniques are not all that new or
different from what you are already familiar with.

When in doubt, ask a statistician.
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