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Chi-squared Tests

Chi-squared (χ2) tests are often used to test for the presence of
relationships between categorical variables (no ordering of categories
required). For example:

Testing if multiple (two or more) categorical variables are independent.

Testing goodness-of-fit for a categorical variable; i.e. if a categorical
variable follows a certain probability distribution.

Testing homogeneity of a categorical variable over all the levels of
another categorical variable.

People often refer to these three tests like they are different from
each other, but all these tests are simple chi-squared tests that use
the exact same math/procedure.

More simply, chi-squared tests always ask if a set of categorical
variables all follow the same probability distribution; i.e., if the
observed sample proportions of a categorical response variable are
similiar across different groups/treatments.
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Chi-squared Tests rationale

Suppose we observe the value of some categorical random variable, X
(could be ordered or nominal), for n sample units (people).

Suppose X has L distinct factor levels, encoded as 1, 2, . . . , L, and let
Oi denote the number of people for whom we observe X � i . Our
data of interest are thus a series of observed counts:

factor levels X � 1 X � 2 . . . X � L

observed counts O1 O2 . . . OL

Now suppose we hypothesize that X should follow a certain
probability distribution. That is, we hypothesize

H0 : PrpX � 1q � p1, PrpX � 2q � p2, . . . ,PrpX � Lq � pL,

for some fixed numbers (proportions/percentages) p1, p2, . . . , pL.

Ed Kroc (UBC) EPSE 592 3 / 34



Chi-squared Tests rationale

To test this hypothesis, we can calculate the expected counts for each
event X � i for our sample of size n by using the proposed null
distribution from H0:

factor levels X � 1 X � 2 . . . X � L

observed counts O1 O2 . . . OL

expected counts n � p1 n � p2 . . . n � pL

Now we can calculate a test statistic that quantifies the discrepancy
between our observed and expected counts:

T �
Ļ

i�1

pOi � n � pi q
2

n � pi
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Chi-squared Tests rationale

Under the null hypothesis, this test statistic will asymptotically follow
a chi-squared distribution on L� 1 degrees of freedom:

T �
Ļ

i�1

pOi � n � pi q
2

n � pi
� χ2

L�1 as nÑ8

Thus, we can calculate (approximate) p-values by calculating
probabilities under the χ2 curve, a known probabiliity distribution.

This procedure can be immediately generalized to test if a set of two
or more categorical variables all follow the same probability
distribution.
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Chi-squared Tests: assumptions

The variable(s) being tested are categorical (ordered or non-ordered
categories)

Observations are all independent (won’t work for paired data)

Sample size is sufficient for the asymptotics to kick in (much like the
CLT)

Expected cell counts must be large enough. Most often cited advice:
at least 5 in a 2�2 table, and at least 5 in 80% of cells in larger
tables, with no zero expected cell counts.
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Chi-squared Tests: common errors to avoid

You can only perform chi-squared tests on raw count data. In
particular, you should not perform chi-squared tests:

on percentage or proportion data.

on continuous data that has been arbitrarily discretized.

when your total sample size is less than about 30.

χ2 tests are often referred to as nonparametric, but they still rely on
parametric asymptotics to make sense.
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Chi-squared Tests: common errors to avoid

You should always perform a continuity correction (usually, of the
Yates’ variety) because a χ2 test approximates a categorical
distribution by a continuous one. R defaults to this.

Notice: if you calculated the area under the curve between, say, 0 and
3, this would not exactly agree with if you had calculated the total
area of the histogram from 0 to 3. A continuity correction adjusts
(mostly) for this discrepancy.

Ed Kroc (UBC) EPSE 592 8 / 34



Chi-squared Tests: example 1

Suppose we sampled 96 people at UBC about their job preferences.
We classified job type according to the following six categories for the
survey respondents: academic, commercial (for profit), commerical
(not for profit), industrial, government, and other. We observe the
following data:

job types acad. com.(FP) com.(NFP) ind. gov. other

obs. counts 23 29 15 12 10 7

We would like to test the hypothesis that our sample population
shows no preference among the six job types. Thus, our particular
null hypothesis here is:

H0 : p1 � p2 � � � � � p6 �
1

6
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Chi-squared Tests: example 1

Here, we find weak evidence against the null hypothesis. Thus we find
that the data are inconsistent with the hypothesis that our target
population has no preference among the six job types.

The data are displayed in a contingency table.
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Chi-squared Tests: example 2

Suppose we conduct a survey asking students about their current
satisfaction with their academic program. People respond on a
5-point Likert scale. In total, we survey 63 undergraduates and 61
Master’s students. We would like to see if there is evidence that
undergrads and Master’s students report different levels of job
satisfaction according to our survey.

Note: You should be cautious doing this with Likert data (as it is an
arbitrary and fuzzy discretization of a latent continuum), but you see
people do this all the time in applied practice.

Thus, we would like to test the hypothesis that the distribution of our
categorical Likert response is the same across both academic levels.
Our particular null hypothesis here is:

H0 : pi pUq � pi pMq for all 1 ¤ i ¤ 5
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Chi-squared Tests: example 2

Here, we find no evidence against the null hypothesis. Thus we find
that the data are consistent with the hypothesis that undergrads and
Master’s students do not report different levels of academic
satisfaction.
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Chi-squared Tests: example 3

Now suppose we survey an additional 73 PhD students about their
current satisfaction with their degree program.

Again, we would like to test the hypothesis that the distribution of our
categorical Likert response is the same across all program types (now
there are three program types). Our particular null hypothesis here is:

H0 : pi pUq � pi pMq � pi pPq for all 1 ¤ i ¤ 5
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Chi-squared Tests: example 3

Here, we find weak evidence against the null hypothesis. Note that
we do not require equal sample sizes among groups.
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Chi-squared Tests: example 4

Suppose we would like to test if patient survival is independent of the
type of drug used in treatment. Here, we have data on 31 patients
taking Drug A, and 59 patients taking Drug B. After 5 years, we have
the following counts:

Drug A Drug B

Death 14 22

Survival 17 37

Here, testing independence amounts to testing if the likelihood of
survival (or death) is the same for both drugs. Thus, our particular
null hypothesis is:

H0 : PrpSurvival | DrugAq � PrpSurvival | DrugBq
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Chi-squared Tests: example 4

Drug A Drug B

Death 14 22

Survival 17 37

Assuming independence, calculating the probability of death/survival
under either Drug A or Drug B should be the same thing as the
probability of death/survival pooling the two groups together; thus,
we estimate under H0:

pD �
#pDeaths with Drug Aq �#pDeaths with Drug Bq

#ptotal patientsq

So probability of survival is estimated as pS � 1� pD .

Thus, can calculate expected cell counts via same procedure as before:

Drug A Drug B

Death nA � pD nB � pD
Survival nA � pS nB � pS
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Chi-squared Tests: example 4

Here, we find no evidence against the null hypothesis. Note the
Fisher’s exact test statistic at the bottom that seems to be
corroborating the result of the χ2 test.
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Fisher’s exact test

Fisher’s exact test is a truly nonparametric alternative (i.e. assumes
no asymptotic parametric relationships) to the χ2 test.

Unlike the χ2 test, Fisher’s exact test is valid (and should be used)
when:

Total sample sizes are insufficient to apply a χ2 test.

Observed or expected cell counts are too small. In particular, if any cell
counts are as small as 0 or 1, and usually when any cell counts are less
than 5.

There is an odd misconception around that Fisher’s exact tests are
only possible to implement with 2�2 contingency tables. THIS IS
FALSE. There are no restrictions on the number of categories.

My advice: ALWAYS use Fisher’s exact test. No reason nowadays not
to.
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Fisher’s exact test rationale

For simplicity, we will describe the procedure for the case of 2� 2
count data as in Example 4.

Suppose we have the following 2� 2 contingency table:

X � 1 X � 2 total

response 1 a b a� b
response 2 c d c � d

total a� c b � d n � a� b � c � d

We hypothesize that X should not affect the response variable, call it
Y . That is, we hypothesize

H0 : PrpY � 1 | X � 1q � PrpY � 1 | X � 2q
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Fisher’s exact test rationale

There is an easy way to calculate just how likely these observed data
are, given the null hypothesis and the fixed row and column totals. In
our case, the probability of observing our data is given by

Prpdataq �

�
a�b
a

��
c�d
c

�
�

n
a�c

� ,

where
�
α
β

�
is a binomial coefficient, or choose function, defined as

�
α

β



:�

α!

β!pα� βq!
,

where α! � α � pα� 1q � pα� 2q � � � 2 � 1.

The quantity
�
α
β

�
is the number of unique ways to select β objects

from a pool of α objects; e.g.
�
4
2

�
� 6 is the number of ways to select

2 people from a group of 4 total people.
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Fisher’s exact test rationale

For the Fisher’s exact test, our test statistic are the data themselves.
Thus, to calculate a p-value, we need to calculate the probability of
observing any contingency table as or more extreme than the one we
observed (i.e. which tables are more unbalanced than the one we
observed).
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Fisher’s exact test rationale

For example, if our data are:

X � 1 X � 2 total

response 1 1 10 11
response 2 9 13 22

total 10 23 33

then there is only one 2� 2 table more extreme (i.e. more unbalanced) as
the one for our data:

X � 1 X � 2 total

response 1 0 11 11
response 2 10 12 22

total 10 23 33

Thus, our p-value for the above data (the test statistic) would just be the
sum of the probabilities of observing each of these two tables, using the
formula from the previous slide (times 2 to account for the other column).
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Return to example 4, Fisher’s exact test

Suppose we would like to test if patient survival is independent of the
type of drug used in treatment. Here, we have data on 31 patients
taking Drug A, and 59 patients taking Drug B. After 5 years, we have
the following counts:

Drug A Drug B

Death 14 22

Survival 17 37

Here, testing independence amounts to testing if the likelihood of
survival (or death) is the same for both drugs. Thus, our particular
null hypothesis is:

H0 : PrpSurvival | DrugAq � PrpSurvival | DrugBq

Note: could imagine many different contingency tables that are more
unbalanced than the one observed here.
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Return to example 4, Fisher’s exact test

Here, we find no evidence against the null hypothesis using Fisher’s
exact test.
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Fisher’s exact test vs. chi-squared tests

A reminder:

Both tests can be used to test for the presence of relationships
between categorical variables.

Both tests assume all observations are independent (won’t work for
paired data, though analogues do exist).

χ2 tests rely on asymptotics; i.e. they require sufficient sample sizes,
overall and within each cell of the contingency table.

Fisher’s exact test applies regardless of sample size, overall or
cell-wise.

My advice: Just always use Fisher’s exact test. It’s less susceptible to
error than a chi-squared test, and with modern computational
technology, it can always be calculated/approximated.
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What to do with paired or repeated measures data

Since both χ2 and Fisher’s exact tests rely on an assumption of
independence of all data, they do not apply for repeated measures (or
paired) comparisons.

Example: we present 30 people with a choice of two brands of soda
(A or B). Each person tastes both sodas and records their
preference. We would like to determine if there is evidence that one
brand is preferred over the other.

Sign, McNemar’s, or Cochran’s tests

Used when paired data can assume only two possible categories.

Used when paired data are categorical and not ordered (i.e., nominal).

Friedman’s test

Used when the ordered categorical paired data have more than 2 factor
levels.

Also used as a nonparametric analogue to repeated measures ANOVA.
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Final thoughts: Experimental design and analysis

What makes all the procedures we considered in this class work?

(1) We always assumed categories that created groups were well defined,
and,

(2) We implicitly assumed that sample units were exchangeable (on
average) within each category/subgroup, and,

(3) We implicitly assumed that sample units were exchangeable (on
average) between each category/subgroup after accounting for those
category/subgroup differences.
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Final thoughts: Experimental design and analysis

(1) We always assumed categories that created groups were well defined.

E.g., a single sample unit can’t belong to more than one category of an
explanatory variable at a time.

E.g., every sample unit can be coherently placed into one (and only
one) category of an explanatory variable.

If this fails, then you should probably revise your measurement
apparatus/criteria and/or research question.
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Final thoughts: Experimental design and analysis

(2) We implicitly assumed that sample units were exchangeable (on
average) within each category/subgroup.

E.g., in Week 6, we considered an experiment where either coastal
strawberry or kinnickinnick were grown in a potassium chloride
enriched soil (treatment plot) or an unaltered soil, and then their
heights were measured after one year.

Question: Were all treatment plots treated in the same way, e.g., with
the same amount of potassium chloride?

If not, then may be more appropriate to measure treatment as a
continuous variable (i.e., amount of KCl) rather than as a categorical
one (i.e., presence of KCl).

ANOVA framework is no longer necessarily appropriate; now moving
into regression.
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Final thoughts: Experimental design and analysis

(2) We implicitly assumed that sample units were exchangeable (on
average) within each category/subgroup.

E.g., in Week 9, we considered an arthritis study where patients were
categorized into mild (L), moderate (M), and severe (H) arthritis
groups.

Question: Is the severity of arthritis among all H members essentially
the same?

If yes (clinically), then ANOVA is fine. If no, then perhaps severity
should be measured on a continuum and not discretized.

ANOVA framework is no longer necessarily appropriate; now moving
into regression.
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Final thoughts: Experimental design and analysis

(3) We implicitly assumed that sample units were exchangeable (on
average) between each category/subgroup after accounting for those
category/subgroup differences.

E.g., in Week 6 example, the only features distinguishing sample units
was their species and soil types.

Good experimental control/design would ensure this.

But if an important confounding variable is omitted (or not controlled),
then the ANOVA framework is compromised.

Regression could help here, but not necessarily; often requires
improved study design/control/manipulation.
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Final thoughts: Experimental design and analysis

t-tests (paired or unpaired) of two group means; Mann-Whitney
(Wilcoxon signed-rank) as more general alternatives

F -tests for equality of variances

One-way ANOVA to test means over more than two groups;
Kruskal-Wallis as more general alternative

n-way ANOVA to test means over multiple explanatory factors
(including interactions) ñ General linear model (EPSE 596, 682)

Repeated measures ANOVA to test dependent data on more than 2
related observations; Friedman’s test as more general alternative for
within-subjects design only

ANCOVA to adjust an ANOVA for a covariate related to the response
ñ Regression (EPSE 596)

χ2, Fisher’s exact tests to analyze categorical responses (sign,
McNemar’s, Cochran’s tests for paired categorical data)
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Statistical analysis (partial) cheat sheet (also on Canvas)
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Final thoughts: Experimental design and analysis

Thanks for your attention and good luck in your future work!

Consider taking more stats courses, regardless of your research
domain.

Stats questions in the future, feel free to contact me (I can at least
tell you if something is an easy issue/question or a hard one).
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